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URL: https://samtla.wordpress.com/blog/ 

Summary: A commercial-grade voice and gesture enabled 360 holographic projector for search, 

browsing, and exhibiting cultural heritage objects captured through 3D photogrammetry. 

Abstract: We developed a commercial-grade 360 degree holographic projector for providing 

search and interaction with photogrammetry models hosted by the British Library on SketchFab. 
The device is supported by the Samtla system, which is an infrastructure for providing search, 
comparison, browsing, and labelling tools over digital archives. The idea was inspired by a British 
Library Labs event at the London School of Economics where it was announced that a new collection 
of 3D photogrammetry scanned objects had been released on SketchFab combined with my 
personal hobby of hacking hardware and repurposing e-waste. 

The holographic projector was  developed to enable the general public to benefit from the output of 
our research which was a system for the search, browsing, and comparison of documents stored in 
digital archives accessible through the browser.  We adapted the Samtla system in order to broaden 
its appeal and make the user interface more accessible to a range of audiences. 

The projector enables visitors to talk to the device using speech-to-text to issue search queries, 
which are then classified according to the users informational intent using a Recurrent Neural 
Network trained on questions, and the predicted labels describing the type of command intended by 
the user  e.g. ‘greeting’, ‘query’, ‘directions’.   The Samtla system returns the result of the query in 
the form of metadata and the 3D model, which is visualised at the centre of the device.  The system 
outputs a 3D view of the object and plays an audio description retrieved from the metadata using 
text-to-speech. A 3D gesture tracking sensor (Leap Motion) enables users to interact with the 3D 
object by picking it up virtually or rotating the object to inspect it from all sides.  Alternatively, the 
user can walk around the device to view the object from different aspects. 

Although the Samtla system could support the search and browsing of 3D objects, the web browser 
interface felt uninspired and inappropriate for general public use.  The core idea was to therefore 
allow users to search and browse the collection of 3D objects in a way that was more intuitive than 
using a mouse and keyboard and more appealing than a computer terminal hosted in a public space. 
We developed  a series of prototype kiosk-style holographic projectors, which resulted in the final 
commercial-grade production ready version developed in collaboration with Lozi Designs.  

We envision that the device could act as an information point to enable visitors to explore the 
catalogue of artefacts held by the British Library as well as supporting general information queries, 
including directions and event information. Our focus is now on developing the framework to support 
the telling of a narrative about a historic figure, e.g. Jane Austen using 3D content and digitised 
documents to provide interactive content to support exhibitions. 

Research Question: The research focuses on developing search and text mining tools that can 

operate with any collection of texts in any language, such as those stored in digital archives.  The 
Samtla system (Search And Mining Tools for Labelling Archives), is an infrastructure for the search, 
mining, and labelling of digital archives and other document collections.  Traditionally, researchers 
interact with Samtla through a web interface in the browser. Although this interface would still be of 
use to the general public, it may not provide the most engaging experience for the public to explore 
3D renditions of cultural heritage collections (photogrammetry models).  Photogrammetry creates a 
3D model by taking a series of overlapping photos at small incremental distances rotated around an 
object. Each photo captures information that can be used to form data points, or vertices. The data 
points are joined together within the same coordinate space to form a point-cloud, which is rendered 
with an associated material, or texture, captured by the photographs.   Holographic projectors work 
on the principle of Pepper's Ghost, named after the English scientist John Henry Pepper.  Pepper's 
Ghost is an illusion technique used at the theatre, concerts, and on television, and involves 
projecting an image onto a transparent surface, such as a glass sheet, at a 45 degree angle.  From 
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the perspective of the viewer standing in front of the glass surface, the image appears face on, but 
the source of the projection is hidden.  This made it suitable for projecting ghostly images on stage 
during theatre productions.  Our projector uses a collection of 3D photogrammetry scans held by 
the British Library and the British Museum, released on SketchFab. 

Holographic projectors have been developed by hobbyists, and are also available commercially.  
Our holographic projector is novel as a result of the framework that provides a complete user 
interface for search and browsing within the context of a holographic projector.  The framework is 
composed of a conversational AI and dialogue manager, supported by a character-based search 
engine constructed from a Statistical Language Models (SLM), which is used to rank the metadata 
descriptions accompanying the objects when the users’ command is predicted as a query intent.  
The users' voice commands are converted into text strings by the Google speech-to-text API, and 
submitted as queries to the Samtla search engine.  For instance, uttering "have you got any Foster 
statues in your collection?", “Show me what you have from India.”, would present the viewer with 
the Lion model (Foster 872), and Soldier model (Foster 979). 

A text-to-speech library reads out the description of the object recorded in the metadata, to tell the 
history of the objects.   Users can then interact with the 3D objects returned using gestures captured 
by a 3D gesture tracking sensor (Leap Motion) to enable them to pick up the object or rotate it in 
their hand ‘virtually’.  We use the Unity 3D game engine to create separate 3D projections of the 
object from the front, left, right, and back. Below the projector is a 3D perspex pyramid with each 
side receiving one of the four rendered views when centered beneath the projector.  This creates 
the illusion of a 3D object materialising in front of the viewer.  The 3D object can be observed from 
four different angles by walking around the projector, as well as enabling more than one viewer 
simultaneously. The combination of hand gestures and voice commands provides an intuitive 
interface for people to interact with 3D representations of physical objects.  

We have produced a series of small-scale prototypes of the device before constructing a full-scale 
commercial-grade 360 degree holographic projector (see samtla.wordpress.com/blog/) in 
collaboration with a furniture design company Lozi Designs (lozidesigns.com). We envision this 
device would have applications in a public space as a virtual catalogue or helpdesk, or in an 
exhibition space hosting virtual objects alongside physical artefacts.  Our current work now focuses 
on developing the conversational AI to drive a narrative in order to host an exhibition on a particular 
theme or about an historical figure, including George Birkbeck and Jane Austen. 

How does your project showcase British Library digital content? 

Version 1: 

Hosted all British Library SketchFab models., along with metadata from the descriptions of the 
object.  

https://sketchfab.com/britishlibrary 

Version 2: 

This prototype hosted a conversational AI and 3D content on the theme of World Animal Day, with 
a mix of animal-related artefacts from the British Library SketchFab account and those of the British 
Museum, including metadata from the description field.  This version was constructed as a portable 
device, and was presented at the 2019 International Conference on Computational Social Science 
(IC2S2) in Amsterdam. 

British Library 

https://sketchfab.com/3d-models/brass-block-89424b2ea9f745b1900f88c3b3c03003 

https://sketchfab.com/3d-models/lion-model-foster-872-9f6c4c621e6d43668552b93033a4843a 

https://sketchfab.com/britishlibrary
https://sketchfab.com/3d-models/brass-block-89424b2ea9f745b1900f88c3b3c03003
https://sketchfab.com/3d-models/lion-model-foster-872-9f6c4c621e6d43668552b93033a4843a
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Version 3:  

The commercial-grade version was designed to host a conversational AI built around a narrative, 
which was authored by a creative writer, based on the theme of Jane Austen and her life and 
centered around her writing desk. 

3D photogrammetry models of Jane Austen’s Writing desk: 

https://sketchfab.com/3d-models/jane-austen-desk-open-view-1-add-86841-60d7c68aff3644c7bd2acf6983cb39c4 

https://sketchfab.com/3d-models/jane-austen-desk-open-view-2-add-86841-f63cb7908e8649b9bbb3109e2e410e81 

https://sketchfab.com/3d-models/jane-austen-desk-closed-view-add-86841-ab8ba699aac449e190514b4789df27dd 

Jane Austen’s published works:  

http://www.gutenberg.org/ebooks/author/68 

Due to a lack of ready-made 3D content on the theme of Jane Austen we have also looked at 
alternatives for enriching the amount of 3D media we can use to tell the story: 

Unity3D assets relating to period furniture to supplement other 3D content. 

3D reconstructions of Jane Austen’s face from 2D paintings as additional supporting 3D content. 

What was your approach (methodology)? 

We use Google Text-To-Speech Cloud API to transcribe the audio of the speaker to a text string. 

We train a Recurrent Neural Network (RNN) on user intents, with a tag for the intent, which may be 
a ‘greeting’, or ‘query’.  

The dialogue manager classifies the transcribed words of the speaker and returns the predicted 
label representing the informational intent. 

If the intent label is recognised as a search query, we submit it to Samtla's character-based statistical 
language model, which ranks the 3D objects given their relevance to the query based on the indexed 
metadata extracted from each object description, and returns the most relevant one as the response. 

A text-to-speech library reads out a description of the object, from the metadata, and the interface 
loads the model for viewing and interaction. We use Unity3D game engine to render the models, 
produce visual effects, play sound effects, and handle the interaction between the Leap Motion 
sensor and the 3D model being viewed. 

Users interact with the 3D objects using gestures captured by a 3D tracking sensor (Leap Motion), 
which uses Infra-red sensors to map the fingers of the hand, and algorithms to calculate the bones 
of the users fingers. This enables the object to be rotated, and picked up and inspected virtually by 
the user. 

We use the Python library OpenCV for face recognition at a specified distance as a wake-word 
replacement.  When a face is recognised at a certain distance from the device, the system hands 
over to the conversational AI to listen for commands. When the user moves away from the device 
or a face is no longer recognised the system goes back into demo mode. 

Did you face any challenges, and if so how did you overcome them? 

There have been a number of hardware challenges in terms of optimising the system when 
rendering the separate views for projection onto the perspex pyramid, this was resolved by 

https://sketchfab.com/3d-models/jane-austen-desk-open-view-1-add-86841-60d7c68aff3644c7bd2acf6983cb39c4
https://sketchfab.com/3d-models/jane-austen-desk-open-view-2-add-86841-f63cb7908e8649b9bbb3109e2e410e81
https://sketchfab.com/3d-models/jane-austen-desk-closed-view-add-86841-ab8ba699aac449e190514b4789df27dd
http://www.gutenberg.org/ebooks/author/68
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purchasing a high-end game-ready PC with a good quality graphics card to support the rendering 
of 3 to 4 separate views of the model simultaneously without any latency in the rendering. 

An additional challenge has been the steep learning curve acquiring the C# programming language 
used by Unity 3D, as well as interfacing it with the Python programming language in order to 
communicate models to be rendered and speech captured through the microphone for classification.  
The communication between Unity3D and Python was achieved by implementing a UDP server to 
send and receive text commands between the two systems. 

Another challenge was in the relatively little 3D content we currently available to help tell a media-
rich story about Jane Austen and her life, this meant we have had to look elsewhere or come up 
with other ways to generate further 3D models.  For instance, we have been experimenting with 
algorithms that generate 3D meshes from 2D portraits of Jane Austen. We have also found 
additional 3D content through assets hosted by Unity3D, which were created by other users.  
However, it would be more appropriate to hire a 3D modeller and animator to generate the content, 
which is costly at this stage. 

Streaming audio, transcribing speech-to-text, and subsequent text-to-speech, are resource hungry, 
and as such, always on devices tend to adopt a wake-word system that listens for a single word 
before streaming and transcribing speech audio.  There are some limitations with this approach 
when you need to generate your own custom wake-word. There must be sufficient audio samples 
to train a machine learning algorithm to recognise the wake-word regardless of age, gender, accent, 
and background noise. As it was not possible to obtain this quantity of data to support our own 
custom wake-word, we decided to use the built in webcam and facial-recognition techniques to act 
as a form of wake-word.  We use the Python library OpenCV for face recognition to act as a ‘wake-
word’ replacement.  When a face is recognised at a certain distance from the device, e.g. when the 
user is standing close to the device, the system hands over to the conversational AI to listen for 
spoken commands. When the user moves away from the device, or a face is no longer recognised 
the system goes back into demo mode, which has greatly helped to reduce the resources consumed 
as well as false positives when the device is streaming audio. 

Impact your project has made 

The system was demonstrated at the 2019 International Conference on Computational Social 
Science (IC2S2) in Amsterdam. We constructed a 270 degree portable version (V2) for this purpose, 
which received interest for its novelty.  After the conference we were able to secure an internal 
school research grant to fund the construction of the full-scale 360 degree commercial grade version 
(V3) in collaboration with Lozi Designs. 

Background information of submitter (or team) 

Our research focuses on developing and releasing language agnostics tools for searching, 
browsing, comparing, and labelling cultural heritage and historic document collections stored in 
digital archives. 

1.) Harris, M., Levene, M, Zhang, D, and Levene, D (2020) "Comparing parallel passages" in digital 
archives", Journal of Documentation. 76 (1) 271-289. 

2.) Harris, M., Levene, M, Zhang, D, and Levene, D (2018) "Finding parallel passages in cultural 
heritage archives", Journal on Computing and Cultural Heritage (JOCCH) 11 (3), 1-24. 

 


